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Abstract

Invariant Measures of Image Features From Phase Information

If reliable and general computer vision techniques are to be developed it is crucial
that we find ways of characterizing low-level image features with invariant quanti-
ties. For example, if edge significance could be measured in a way that was invariant
to image illumination and contrast, higher-level image processing operations could
be conducted with much greater confidence. However, despite their importance,
little attention has been paid to the need for invariant quantities in low-level vision
for tasks such as feature detection or feature matching.

This thesis develops a number of invariant low-level image measures for feature
detection, local symmetry/asymmetry detection, and for signal matching. These
invariant quantities are developed from representations of the image in the frequency
domain. In particular, phase data is used as the fundamental building block for
constructing these measures. Phase congruency is developed as an illumination
and contrast invariant measure of feature significance. This allows edges, lines and
other features to be detected reliably, and fixed thresholds can be applied over wide
classes of images. Points of local symmetry and asymmetry in images give rise
to special arrangements of phase, and these too can be characterized by invariant
measures. Finally, a new approach to signal matching that uses correlation of
local phase and amplitude information is developed. This approach allows reliable
phase based disparity measurements to be made, overcoming many of the difficulties

associated with scale-space singularities.
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Chapter 1

Introduction

1.1 The Need for Invariant Quantities in Images

This thesis is concerned with the search for measures of image features that remain
constant over wide ranges of viewing conditions. Such invariant quantities provide
powerful tools for the analysis of images, allowing image processing algorithms to
work more reliably and over wider classes of images. The work presented in this
thesis concentrates on invariant quantities in low-level or early vision.

Some effort has been devoted to investigating invariant measures of higher level
structures in images, for example, Hu [37] developed a series of invariant moments
for recognizing binary objects. More recently there has been considerable interest
in geometric invariance, the study of geometric properties of objects that remain
invariant to imaging transformations. A collection of papers in this area can be
found in the book by Mundy and Zisserman [63]. However, little attention has
been paid to the invariant quantities that might exist in low-level or early vision
for tasks such as feature detection or feature matching. Some limited exceptions
to this include the work of Koenderink and van Doorn [44, 45] who recognized
the importance of differential invariants associated with motion fields, and Florack
et al. [28] who propose differential invariants for characterizing a number of image
contour properties. However, in general, interest in low-level image invariants has
been limited. This is surprising considering the fundamental importance of being

able to obtain reliable results from low level image operations in order to successfully
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perform any higher level operations.

There are two main points about an invariant measure: firstly, of course, it must
be dimensionless (that is, have no units attached to it), and secondly it should rep-
resent some meaningful and useful quality. If it does not represent some meaningful
quality one has no idea how to use it. It is easy to construct a dimensionless quan-
tity that is meaningless, for example, the ratio of my height to the width of the
letter ‘o’. It is also easy to find measures that are useful but not dimensionless, for
example, the speed of your car. However, it is often hard to define something that
is both dimensionless and useful.

Why do we want to find invariant quantities? Quantities that are useful but
not dimensionless are generally only useful because they are applied in relatively
structured environments and at a specific scale. For example, using the speed of
your car to decide whether you are driving safely only works because most cars are
similar in size, roadways are standardized and gravitational forces are effectively
constant. Images, on the other hand, provide a very dynamic and unstructured
environment in which we struggle to make our algorithms operate. Objects can
appear with arbitrary orientation and spatial magnification along with arbitrary
brightness and contrast. Thus the search for invariant quantities is very important
for computer vision.

It is all too easy to forget that a number inside a computer often has units
associated with it. The fact that a number has units associated with it imposes
some constraints on how it should be used. For example, it does not make sense to
add a quantity representing time to one representing a length. Despite this, it is
quite common to find such nonsensical combinations of quantities in the computer
vision literature. There are many algorithms that involve the minimization of some
‘energy’; often the ‘energy’ is defined to be the addition of many components, each
having very different units. For example, energy minimizing splines (snakes) are
usually formulated in terms of the minimization of an energy that is made up of
an intensity gradient term and a spline bending term [42]. These two components,
while representing meaningful quantities, are not dimensionless. This means that

for energy minimizing splines to be effective their parameters have to be tuned
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carefully for each individual application. The parameters are used to balance the
relative importance of individual components of the overall energy. If, say, the
overall image contrast was halved one would need to double the weighting applied
to the intensity gradient term to retain the same snake behaviour. If one was to
somehow replace the intensity gradient and spline bending terms with dimensionless
quantities that represented, in some way, the closeness of the spline to a feature
and the deformation of the spline, one would be able to use fixed parameters over
wider classes of images.

Clearly there is a pressing need for the identification of low level invariant quan-
tities in images. The main form of invariance that will be investigated in this thesis
is invariance to image illumination and contrast. That is, this thesis will be seeking
to construct low level image measures that have a response that is independent of

the image illumination and/or contrast.

1.2 The Approach

In the search for low level invariant quantities in images the approach taken in this
thesis is to make use of data from representations of the image in the frequency
domain. Working directly in the spatial domain is avoided for two reasons. Firstly,
the spatial domain of an image, while convenient and intuitive, almost always forces
one into making use of dimensional measures in the analysis of an image; it is
hard to get away from the use of intensity gradients, contrast levels or equivalent
quantities. Secondly, low level spatial techniques have been extensively researched,
and while one cannot say all possibilities have been exhausted, the opportunities
for the development of significantly new techniques appear limited.

The most logical alternative approach is to consider representations of the image
in the frequency domain; much of the psychophysical literature in visual perception
has been devoted to the development of models in this domain. However, these
psychophysical models have generally not been developed to the point where they
could be implemented as algorithms in a computer vision system.

With an image represented in terms of the variation of amplitude and phase
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values with frequency one has a number of new and interesting possibilities in the
analysis of image signals. However, so far in the computer vision literature, very
little work has been done on the use of frequency data to recognize and charac-
terize features in signals. Some notable exceptions to this include the following:
Granlund [30], who proposed a multiscale Fourier transform approach to the analy-
sis of images; Knutsson, Wilson and Granlund [43], who developed these ideas fur-
ther for image coding and the restoration of noisy images; Morrone and Owens [61],
who use phase congruency as a means of finding image features; Fleet and Jep-
son [26], who used phase to determine image velocities; and Langley, Atherton and
Wilson [51], Fleet, Jepson and Jenkin [27] and Calway, Knutsson and Wilson [9],
who have investigated the use of phase information to estimate image disparities.
Jones and Malik [40, 41] have also used local frequency information for determining
disparity, though they do not directly use phase information.

In this thesis considerable effort is devoted to the understanding of the variations
of phase and amplitude over frequency for different image features. In particular,
phase data is used as the fundamental building block for the various low-level in-
variant feature measures that are developed in this thesis. Phase information is
an ideal starting point for the development of invariant measures for two reasons.
Firstly, phase itself is a dimensionless quantity, and secondly phase information has
been shown to be crucial in the perception of images [65]. This is discussed further

in Chapter 2.

1.3 Contributions

This thesis develops a number of invariant frequency based low-level image quan-
tities for feature detection, local symmetry/asymmetry detection, and for signal
matching.

Most of this thesis is devoted to the investigation of the use of congruency of
the local phase over many scales as an illumination and contrast invariant measure
of feature significance at points in images. Phase congruency was first proposed by

Morrone et al. [62] and Morrone and Owens [61] as a computational model of the
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perception of low-level features such as step edges, lines, and Mach bands in images.
However, due to practical difficulties in calculating phase congruency they developed
the use of a related quantity, local energy, for feature detection instead. The main
contribution of this thesis is to establish the importance of phase congruency’s
invariance to illumination and contrast and to develop a practical implementation of
it. The goal of an illumination and contrast independent feature detector is achieved
and its reliable performance over a wide range of images using fixed thresholds is
demonstrated.

In achieving this goal a number of other contributions are developed. These
include an effective noise compensation technique - something that is often essential
when normalized image measures such as phase congruency are used. This noise
compensation technique makes minimal assumptions about the nature of the image
noise and can be applied to any image processing technique that makes use of
banks of filters over several scales. Another contribution is the recognition of the
importance of the spread of frequencies that are present at each point in a signal
when one is considering phase congruency. For phase congruency to be used as a
measure of feature significance it must be weighted by some measure of the spread
of frequencies present. A method for doing this is presented.

Also presented is an argument that when a frequency based approach is used
in the analysis of images a more logical interpretation of scale is obtained by using
high-pass filtering rather than low-pass or band-pass filtering. This approach results
in feature positions remaining stable over different scales of analysis, something that
is not achieved with low-pass or band-pass filtering.

Another contribution is the recognition that points of local symmetry and asym-
metry in images also give rise to special arrangements of phase, and these can be
readily detected. The new measures of local image symmetry and asymmetry that
are developed are unique in that they are dimensionless and that they do not require
any previous image segmentation to have taken place prior to analysis.

Finally, with the insights obtained from this work in the use of phase for feature

detection a new approach to the matching of signals is developed. This technique
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uses correlation of local phase and amplitude information, rather than spatial in-
tensity data, for matching. An advantage of this new method is that it also allows

disparity between points in stereo images to be estimated.

1. Thesis vervie

Chapter 2 reviews the major approaches that have been used for low-level edge
detection and discuses their shortcomings. The main problems are that existing
approaches use very simple edge models, and that one cannot know in advance of
applying the edge operator what level of edge response will be significant. That
is, edge thresholds for individual images have be set interactively by viewing the
output. The local energy and phase congruency model of feature perception is then
introduced and previous work in this area is reviewed. A new geometric interpreta-
tion of phase congruency is provided and it is argued that phase congruency rather
than local energy should be used to identify features in images because it is a di-
mensionless quantity. However, while phase congruency appears to be an attractive
measure to use there are some difficulties in calculating it and the chapter concludes

by identifying these problems:

Phase congruency can be defined in 1D but it is not clear how it should be

calculated in 2D.

Being a normalized quantity phase congruency responds strongly to noise in

signals.

Phase congruency is only meaningful if there is a spread of frequency compo-

nents present in a signal; how should this spread be measured?

Phase congruency appears to require a different interpretation of scale, sug-

gesting that high-pass filtering rather than low-pass filtering should be used.

Chapter 3 sets out to develop a practical method for calculating phase con-
gruency in images. The first requirement is to identify an appropriate method

of obtaining local frequency information in images. Complex Gabor wavelets are
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adopted for this purpose. It is then shown how phase congruency in 1D signals
can be readily calculated from the convolution outputs of a bank of complex Gabor
filters. The problem of noise is then considered and a method of automatically rec-
ognizing, and compensating for, the in uence of noise on phase congruency values
in an image is devised. This is followed by a section covering the issues involved in
extending the calculation of phase congruency to 2D images. It is then shown how
the use of wavelets allow us to obtain a measure of the spread of frequencies present
at a point of phase congruency. This helps us determine the degree of significance
of a point of phase congruency and allows us to improve feature localization. Fi-
nally the issue of analysis at different scales is considered in more detail and it is
concluded that high-pass filtering should be used to obtain image information at
different scales instead of the more usually applied low-pass filtering.

Chapter 4 re-examines the work on phase congruency that was developed in the
previous chapter. Firstly the choice of the wavelet function used for the analysis
of images is considered. Of particular concern is the limited maximum bandwidth
that can be obtained using Gabor functions and it is concluded that the og Gabor
function is more appropriate as it allows one to construct filters of arbitrary band-
width. However, when these high bandwidth filters were used to calculate phase
congruency unexpected results were produced. The analysis of these results led to
the development of two new approaches to the calculation of phase congruency, one
of which produced very superior results. This work, in turn, led to a new frequency
based approach to the detection of points of local symmetry and asymmetry in im-
ages. It is shown how symmetry and asymmetry can be thought of as representing
generalizations of delta and step features respectively.

Chapter 5 changes subject and considers the matching of signals and the estima-
tion of disparity using local frequency information. Many of the ideas and insights
obtained from the work on phase congruency are employed to great benefit here.
Where this work differs mainly from other work in this area is in its integrated use
of frequency data over many scales. An approach to signal matching via correla-
tion of local phase and amplitude is developed. A by-product of this approach to

signal matching is that an estimate of the spatial shift required in one signal to



8 CHAPTER 1. INTRODUCTION

match the second is obtained. This allows rapid convergence to the correct match-
ing locations. The chapter concludes with some discussion about the advantages of
matching signals represented in the log frequency domain. In this domain spatial
scale changes in signals manifest themselves as a translation of the local amplitude
spectra along with an amplitude rescaling, however, shape of the spectra remains
unchanged. This invariance in the log frequency domain offers a number of inter-
esting possibilities. For example it may allow textures to be correctly recognized in
foreshortened views, or provide a new way of identifying surface slant from spatial
scale change in stereopsis or motion.

Finally, Chapter 6 concludes this work and discusses the areas that might be
developed further in future work. Four appendices are also included. Appendix 1
presents a comprehensive portfolio of experimental results comparing phase congru-
ency to the output of the Canny edge detector over a wide range of images. Phase
symmetry images are also presented for each image in the portfolio. In addition,
phase congruency images are presented for a number of test conditions to illustrate
its behaviour under different parameter settings. Appendix B looks at the sensitiv-
ity of the phase congruency noise compensation technique to different noise models,
showing that the noise model is not critical. Appendix C describes the problems in
performing non-maximum suppression on phase congruency images. The techniques
that were used in generating the final phase congruency edge maps are described,
and it is concluded that much work could be done on the problem of non-maximum
suppression. Finally, Appendix D describes some of the implementational details

for the calculation of phase congruency.



Chapter

Image eatures

2.1 Introduction

The detection of edges and other low-level features in images has long been rec-
ognized as a fundamental operation of great importance. A good line drawing
can provide much the information that might be contained in a photograph of the
same scene, and in doing so only requires a small fraction of the data used by the
photograph to represent that information. Indeed, line drawings can be easier to
interpret and are often used instead of photographs in technical manuals and How
to do it books. However, one has to be cautious in comparing the interpretability
of line drawings with photographs. Drawings made by humans are almost always
constructed with their semantic content in mind, particularly so for technical man-
uals. Extraneous details are removed and extra details that would not normally be
visible may be added, shading is also often used . Thus a line drawing that has
been automatically generated with no regard to the image’s semantic content may
not provide all the information that one might hope to obtain. Nevertheless the
extraction of a line drawing is an important first step in the automated analysis of
a scene.

In searching for parameters to describe the significance of image features, such

as edges, we should be looking for measures that are invariant with respect to image
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contrast and spatial magnification. Such quantities would provide an absolute mea-
sure of the significance of feature points that could be applied universally to any
image irrespective of image contrast and magnification. The human visual system is
able to reliably identify the significance of image features under widely varying con-
ditions. Even if the illumination of a scene is altered by several orders of magnitude
our interpretation of it will remain largely unchanged. Similarly, our interpreta-
tion of images is not greatly affected by changes in apparent spatial magnification,
though not with the same degree of tolerance that we have to illumination changes.
Despite the obvious importance of characterizing low-level image features in some
invariant manner almost no effort seems to have been devoted to this task. One
recent exception is the work of Heeger [35] in his development of a normalized model
of contrast sensitivity that qualitatively matches psychophysical data, though this
work is not directed at computer vision.

This chapter discusses some of the shortcomings of existing feature detectors

and introduces the idea of detecting features on the basis of phase congruency.

2.2 radient based feature detection

The majority of work in the detection of low-level image features has been concen-
trated on the identification of step discontinuities in images using gradient based
operators. Gradient based edge detection methods were pioneered by Roberts [77],
Prewitt [71] and Sobel [72, 86]. They were then developed in terms of a computa-
tional model of human perception by Marr and Hildreth [55, 54]. Inspired by the
presence of on-centre and off-centre receptive fields in the retina, Marr and Hildreth
developed a model where edges were detected via the zero-crossings of the image af-
ter convolution with a Laplacian of Gaussian filter. While this model was attractive
it had a number of difficulties: Zero-crossings always form closed contours, often not
realistically modelling the connectivity of image features; staircase intensity profiles
result in false positives being detected; and finally, with the second derivative of
the image being used the results are susceptible to noise. Marr also introduced the

concept of the Primal Sketch, that is, the idea that the brain generates a concise



